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L’IA/AA	dans	tous	les	médias	aujourd’hui	

•  L’AA	dans	tous	les	médias	aujourd’hui	
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L’IA/AA	est	aOendue	partout	demain	

•  Aide	au	diagnos,c	médical	

•  Aide	aux	juges	

•  Octroi	de	prêts	

•  Aide	au	choix	des	employés	

•  ÉvaluaHon	du	risque	de	criminalité	avant	l’acte	criminel	

•  Calcul	des	primes	d’assurance	

•  Assistant	personnel	

•  Véhicules	autonomes	

•  Conduite	des	«	smart	ci,es	»	

2	EGC	-	2018			«	Qu’est-ce	qu’un	bon	système	d’apprenHssage	?	»			(A.	Cornuéjols)		



/	96	

De	plus	près	

•  	Sommes-nous	prêts	?	
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Qu’est-ce qu’un bon système d’apprentissage ? 

La réponse a évolué avec le temps. Et demain ? 
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Plan	

1.  	L’IA	est	a;endue	partout	

2.  	Quelles	garan,es	sur	l’inducHon	

3.  	Un	peu	d’histoire	

4.  	Et	demain	?	Prémisses	de	changement	de	paradigme	

5.  	Retour	sur	les	défis		

6.  	Conclusions	…	et	ouverture	
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Un	premier	cas	

Prédic'on	du	risque	de	récidive	à	moins	de	4	ans		(	‘+’		ou		‘-’)	
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Un	premier	cas	

Prédic'on	du	risque	de	récidive	à	moins	de	4	ans		(	‘+’		ou		‘-’)	

•  >	2200	cas	provenant	de	26	cours	juridicHonnelles	européennes	sur	15	ans	

•  Un	trentaine	de	mesures	(âge,	profession,	niveau	de	forma'on,	lieu	de	résidence,	style	
de	vie,	antécédents	de	drogues,	antécédents	familiaux,	…)	
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Un	premier	cas	

Prédic'on	du	risque	de	récidive	à	moins	de	4	ans		(	‘+’		ou		‘-’)	

•  >	2200	cas	provenant	de	26	cours	juridicHonnelles	européennes	sur	15	ans	

•  Un	trentaine	de	mesures	(âge,	profession,	niveau	de	forma'on,	lieu	de	résidence,	style	
de	vie,	antécédents	de	drogues,	antécédents	familiaux,	…)	

•  Méthodes	:	
–  Arbres	de	décision		

–  Random	forests	

–  SVM	
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Un	premier	cas	

Prédic'on	du	risque	de	récidive	à	moins	de	4	ans		(	‘+’		ou		‘-’)	

•  >	2200	cas	provenant	de	26	cours	juridicHonnelles	européennes	sur	15	ans	

•  Un	trentaine	de	mesures	(âge,	profession,	niveau	de	forma'on,	lieu	de	résidence,	style	
de	vie,	antécédents	de	drogues,	antécédents	familiaux,	…)	

•  Méthodes	:	
–  Arbres	de	décision		

–  Random	forests	

–  SVM	

			Un	juge	uHlise	l’algorithme,	qui	prédit	pour	un	sujet	xi	:		

Ø  Classe	‘+’	:	une	récidive	aura	lieu	d’ici	4	ans	

Ø  (Éventuellement)	avec	un	taux	de	confiance	de	ε%	(e.g.	87%)	
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Que	doit	penser	le	juge?	
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IllustraHon	(suite)	

Le	juge	apprend	que	le	taux	de	bonne	
classificaHon	de	la	meilleure	hypothèse	apprise	
sur	les	données	test	est	de	62%		

•  Que	doit-il	penser	pour	le	cas	du	sujet	xi	?	

	Classe	‘+’	avec	probabilité	esHmée	de	0.87	
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Rouge	
Bleu	
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IllustraHon	(suite)	

Le	juge	apprend	que	le	taux	de	bonne	
classificaHon	de	la	meilleure	hypothèse	apprise	
sur	les	données	test	est	de	62%		

•  Que	doit-il	penser	pour	le	cas	du	sujet	xi	?	

	Classe	‘+’	avec	probabilité	esHmée	de	0.87	
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Un	accident	de	voiture	(autonome)	

Le	7	mai	2016,	une	voiture	de	la	marque	Tesla	en	mode	«	autopilot	»	
percute	un	semi-remorque	en	travers	de	sa	route	
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Un	accident	de	voiture	(autonome)	

Le	7	mai	2016,	une	voiture	de	la	marque	Tesla	en	mode	«	autopilot	»	
percute	un	semi-remorque	en	travers	de	sa	route	

•  L’analyse	révèle	que	:	
–  Le	radar	a	bien	détecté	le	semi-remorque	

mais	il	y	avait	de	nombreux	panneaux	rouHers	sur	la	route	de	
«	signature	»	radar	proche	

–  La	caméra	était	peu	sûre	de	ses	détecHons	en	raison	d’un	ciel	laiteux	
éblouissant	(le	semi-remorque	était	blanc)	
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Un	accident	de	système	complexe	adaptaHf	

•  L’analyse	révèle	que	:	
–  Le	radar	a	bien	détecté	le	semi-remorque	

mais	…	

–  La	caméra	était	peu	sûre	de	ses	détecHons	en	raison	de	…	

•  Et	si	le	radar	avait	dit	qu’il	avait	des	doutes	et	élevé	le	seuil	
d’alerte	de	la	caméra,	et	réciproquement	?	…	

•  Et	si	les	systèmes	avaient	été	adaptaHfs	?	…	
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Nécessité	de	garan,es	

1.  Pouvoir	«	expliquer	»	ses	préconisaHons	

–  Prouver	que	le	cas	entre	bien	dans	le	domaine	de	validité		

du	système	de	décision	
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Nécessité	de	garan,es	

1.  Pouvoir	«	expliquer	»	ses	préconisaHons	

–  Prouver	que	le	cas	entre	bien	dans	le	domaine	de	validité		

du	système	de	décision	

2.  Comme	dans	le	génie	logiciel	classique	

–  Pouvoir	décomposer	en	sous-modules	

–  Et	avoir	l’équivalent	de	pré-condi,ons	et	post-condi,ons	

	Si	je	reçois	cela	en	entrée,	je	garanHs	ceci	en	sorHe	

–  Est-ce	que	ce	serait	suffisant	?			Faudra-t-il	autre	chose	?	
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De	quels	ouHls	disposons-nous	pour	répondre	à	ces	quesHons	?	
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Plan	
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L’apprenHssage	–	une	extrapolaHon	
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Une	extrapolaHon	–	soumise	à	des	choix	
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Des	biais	pouvant	conduire	à	des	illusions	
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Clustering	
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Clustering	
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Clustering	

Dépend	beaucoup	des	biais	a	priori	
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Comment	fonder	l’inducHon	?	
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IllustraHon	:	apprendre	à	classer	des	exemples	

•  Comment	faire	?	

x

y
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IllustraHon	:	apprendre	à	classer	des	exemples	

•  Comment	faire	?	

x

y

EGC	-	2018			«	Qu’est-ce	qu’un	bon	système	d’apprenHssage	?	»			(A.	Cornuéjols)		 27	

?	



/	96	

IllustraHon	:	apprendre	à	classer	des	exemples	en	2D	

•  Comment	faire	?	

x

y
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Quelle	est	l’hypothèse	
la	meilleure	?	
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Quelle	hypothèse	choisir	?	

	Quelle	qualité	pour	chaque	hypothèse	candidate	?	
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Quelle	hypothèse	choisir	?	

	Quelle	performance	?	

•  	Coût	d’une	erreur	de	prédicHon	
–  La	fonc<on	de	perte	

�
�
h(x), y

�
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Quelle	hypothèse	choisir	?	

	Quelle	performance	?	

•  	Coût	d’une	erreur	de	prédicHon	
–  La	fonc<on	de	perte	

•  	Quel	coût	à	venir	(espérance)	si	je	choisis	h	?	
–  Espérance	de	coût	:	le	«	risque	réel	»			

R(h) =
�

X�Y
�
�
h(x), y

�
pXY(x, y) dx dy

�
�
h(x), y

�
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Quelle	hypothèse	choisir	?	

Comment	trouver	h*	(ou	une	bonne	hypothèse)	alors	que	l’on	n’a	

accès	qu’à	un	échan,llon	d’appren,ssage	limité	?	
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Quelle	hypothèse	choisir	?	

Comment	trouver	h*	(ou	une	bonne	hypothèse)	alors	que	l’on	n’a	

accès	qu’à	un	échan,llon	d’appren,ssage	limité	?	

•  Critère	inducHf	:		H	x	S	->	valeur(h)	

•  Le	plus	naturel	:	ERM	

–  La	MinimisaHon	du	Risque	Empirique	
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Quelle	hypothèse	choisir	?	

•  	Quelle	performance	aOendue	pour		h	?		

–  Erreur	moyenne	sur	l’échanHllon	d’apprenHssage	S		

x

y

h

Le	«	risque	empirique	»	

R̂(h) =
1
m

m�

i=1

�
�
h(xi), yi

�
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•  	A-t-on	raison	d’uHliser	l’ERM	?	
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Description Your prediction True class

				1	large	red	square	   -

•  Exemples	décrits	par	:		

Number	(1	or	2);	size	(small	or	large);	shape	(circle	or	square);	color	(red	or	green)	

1	large	green	square	

2	small	red	squares	

2	large	red	circles	

1	large	green	circle	

1	small	red	circle	

+	

+	

+	

-	

+	

Un	exemple	qui	dit	beaucoup	…		

How	many	possible	funcHons	altogether	from	X	to	Y	?	

How	many	funcHons	do	remain	auer	6	training	examples?	

22			=		216		=		65,536	
4	

210		=		1024	

EGC	-	2018			«	Qu’est-ce	qu’un	bon	système	d’apprenHssage	?	»			(A.	Cornuéjols)		 36	
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InducHon:	impossible	de	gagner	?	

•  Un	biais	est	nécessaire	

•  Types	de	biais	

–  De	représenta,on		 	(déclaraHf)	

–  De	recherche		 	 	(procédural) 		

EGC	-	2018			«	Qu’est-ce	qu’un	bon	système	d’apprenHssage	?	»			(A.	Cornuéjols)		 37	
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Description Your prediction True class

				1	large	red	square	   -

•  Examples	described	using:		

Number	(1	or	2);	size	(small	or	large);	shape	(circle	or	square);	color	(red	or	green)	

1	large	green	square	

2	small	red	squares	

2	large	red	circles	

1	large	green	circle	

1	small	red	circle	

+	

+	

+	

-	

+	

One	example	that	tells	a	lot	…		

38	

How	many	possible	funcHons	with	2	descriptors	from	X	to	Y	?	

How	many	funcHons	do	remain	auer	3	≠	training	examples?	

22			=		24		=		16	2	

21		=		2	

EGC	-	2018			«	Qu’est-ce	qu’un	bon	système	d’apprenHssage	?	»			(A.	Cornuéjols)		



/	96	

L’analyse	«	PAC	learning	»	

•  On	arrive	à	:	

Le	principe	de	minimisaHon	du	risque	empirique	

n’est	sain	que	si	il	y	a	des	contraintes	sur	l’espace	des	hypothèses	

EGC	-	2018			«	Qu’est-ce	qu’un	bon	système	d’apprenHssage	?	»			(A.	Cornuéjols)		 39	
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ReceOe	pour	…	concevoir	des	algorithmes	d’apprenHssage	

1.  Définir	un	critère	induc,f	régularisé	

a.  Exprimer	le	coût	d’erreur	de	prédicHon	en	une	foncHon	de	perte	

b.  Définir	un	terme	de	régularisa,on	qui	exprime	
	les	aLendus	sur	les	régularités	du	monde	

c.  Si	possible,	rendre	convexe	le	problème	d’op,misa,on	résultant	

2.  UHliser	ou	développer	un	algorithme	d’op,misa,on	efficace	

40	EGC	-	2018			«	Qu’est-ce	qu’un	bon	système	d’apprenHssage	?	»			(A.	Cornuéjols)		
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h2H


1

m

mX

i=1
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�
x

i

), y
i

�

| {z }
empirical risk
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bias on the world

�
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Learning	sparse	linear	approximator	

•  The	hypothesis	is	of	the	form	

•  A	priori	assumpHon:	few	non	zero	coefficients	
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w�
ridge = Argmin

w

� m�

i=1

�
yi �wxi

�2 + � ||w||22
�

w�
lasso = Argmin

w

� m�

i=1

�
yi �wxi

�2 + � ||w||1
�

Ridge	regression	

Lasso	regression	

h(x) = w · x
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Risque	
empirique	
régularisé	

Expression	de	
subs,tu,on	
du	risque	
régularisé	

OpHmisaHon	
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Des	garanHes	«	de	lampadaire	»	
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Des	garanHes	«	de	lampadaire	»	

(Quasi)	garanHe	que	:	

–  Si							le	monde	saHsfait	mes	a;entes	sur	lui	

–  Alors	l’algorithme	d’apprenHssage	produira		
					une	bonne	hypothèse	(proche	de	la	vraie)	
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Des	garanHes	«	de	lampadaire	»	

(Quasi)	garanHe	que	:	

–  Si							le	monde	saHsfait	mes	a;entes	sur	lui	

–  Alors	l’algorithme	d’apprenHssage	produira		
					une	bonne	hypothèse	(proche	de	la	vraie)	

–  Autrement	l’apprenHssage	peut	conduire	à	de	

très	mauvaises	hypothèses	
(ex.		Si	le	monde	n’est	pas	parcimonieux)	

45	EGC	-	2018			«	Qu’est-ce	qu’un	bon	système	d’apprenHssage	?	»			(A.	Cornuéjols)		
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Le	no-free-lunch	theorem	
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Possible	

76 PARTIE 1 : Les fondements de l’apprentissage

d’autres termes, celui-ci n’apporte pas plus d’informations à un algorithme plutôt qu’à un autre,
fût-il à nouveau l’algorithme de prédiction au hasard. Les points trois et quatre ne font que
renforcer ces résultats en affirmant l’égalité de tous les algorithmes, si l’on prend en compte des
distributions non uniformes de fonctions cible, mais que l’on moyenne sur toutes ces distribu-
tions. Bien sûr, pour une distribution donnée, un algorithme va être meilleur que les autres, à
savoir celui qui a la même distribution que P(f |S). Mais comment le deviner a priori ?

Avant de discuter des leçons à tirer du no-free-lunch theorem, il est utile d’en illustrer la force
à nouveau sur un exemple. Nous avons là en effet une sorte de loi de conservation (comme le
dit Cullen Schaffer [SA94]). De même que pour chaque classe de problèmes pour laquelle un
algorithme d’apprentissage est meilleur qu’un algorithme de prédiction au hasard, il existe une
classe de problèmes pour laquelle cet algorithme est moins bon (voir figure 2.13). De même, pour
chaque algorithme d’apprentissage, il existe des problèmes pour lesquels la courbe de performance
en généralisation est ascendante et des problèmes pour lesquels cette courbe est descendante,
c’est-à-dire pour lesquels plus l’algorithme apprend et plus il est mauvais en généralisation !
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Fig. 2.13: Le no-free-lunch-theorem prouve que pour chaque région de l’espace des problèmes
pour laquelle un algorithme d’apprentissage a une performance supérieure au hasard
(indiqué ici par un smiley « heureux »), il existe une région pour laquelle la per-
formance est moins bonne que le hasard (indiqué ici par un smiley « triste »). Un
« 0 » indique ici la performance d’un algorithme au hasard, donc la performance
moyenne. Les trois figures du dessus correspondent à des situations possibles pour un
algorithme d’apprentissage, tandis que les trois figures du dessous correspondent à des
situations impossibles : celles d’un algorithme qui serait intrinsèquement supérieur à
un algorithme au hasard quand on le considère sur l’ensemble des problèmes possibles
(d’après [SA94]).

Exemple Algorithme d’apprentissage de plus en plus mauvais

Considérons l’algorithme de classification binaire majoritaire qui attribue à un nouveau point
l’étiquette de la classe la plus représentée dans les exemples d’apprentissage de S. Intuiti-
vement, cet algorithme s’attend à ce que la classe la mieux représentée sur l’échantillon
d’apprentissage soit de fait majoritaire. Cet algorithme simple peut-il n’être qu’équivalent
à un algorithme tirant ses prédictions au hasard ? Sans en donner une preuve formelle, il
est possible de s’en convaincre intuitivement. En effet, dans les problèmes pour lesquels une
classe est nettement majoritaire, on peut s’attendre à ce que dans la plupart des cas l’algo-
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Le	no-free-lunch	theorem	
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Possible	

Il	faut	choisir	le	bon	algorithme	pour	la	classe	de	problèmes	étudiée	



/	96	

ª  Très	mathémaHsé	et	sophisHqué	

ª  Conduit	à	l’invenHon	de	nouveaux	algorithmes	

	

Est-ce	que	cela	permet	de	répondre	aux	nouveaux	défis	?	
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Est-ce	que	l’on	a	toujours	été	dans	ce	paradigme	?	

49	EGC	-	2018			«	Qu’est-ce	qu’un	bon	système	d’apprenHssage	?	»			(A.	Cornuéjols)		



/	96	

•  Paradigme	:		

Manière	jugée	cohérente	de	percevoir	le	monde	et	de	le	représenter,	

ensemble	de	valeurs	et	techniques	qui	sont	partagées	par	les	membres	d'une	

communauté	scien'fique,	au	cours	d'une	période	de	consensus	théorique	
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Plan	

1.  	L’IA	est	a;endue	partout	

2.  	Quelles	garan,es	sur	l’inducHon	

3.  	Un	peu	d’histoire	

4.  	Et	demain	?	Prémisses	de	changement	de	paradigme	

5.  	Retour	sur	les	défis		

6.  	Conclusions	…	et	ouverture	
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ObjecHfs	et	méthode	

•  QuesHon	
Le	paradigme	:	centré	sur	l’espérance	de	coût	d’usage	

1.  De	quand	ça	date	?	

2.  Y	a-t-il	eu	un	avant	?	Et,	si	oui,	lequel	?	
3.  Peut-on	détecter	des	changements	de	paradigmes	?	

•  Méthode	
–  Examiner	les	publicaHons	depuis	~1950	

•  Western	Joint	Computer	Conference		(1955)	
•  IJCAI	1969-2016	
•  ICML	

–  Que	cherche	t-on	à	prouver	?		
–  Quels	critères	d’évalua,on	?	
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PerspecHve	historique	:	apprenHssage	automaHque	

•  Expériences	de	pensée	sous	contrainte	de	réalisabilité	computaHonnelle	
§  Opérateurs	sur	des	représentaHon	

§  Recherche	dans	un	espace	d’états.	Buts	/	sous-buts	

§  Appren,ssage	par	mutaHons	aléatoires	(mais	guidée	par	ressemblance)	~	AG	

§  Ivresse	:	comprendre	la	pensée	

§  «	Our	problem,	our	joint	problem,	is	to	discover	what	transforma'ons	must	be	made	on	the	
available	data	in	order	to	preserve	intact	the	significant	features	and	to	discard	the	irrelevant	
details	».		

•  Principes,	théorèmes	et	démonstraHons	(Checker.	Problèmes	«	jouets	»)	
§  Reconnaissance	des	formes.	Plutôt	numérique	(bayésien,	perceptron)	

•  ExperHse.	Sciences	cogniHves	:	plausibilité.	IntégraHon	dans	le	raisonnement	
§  Modèles	de	mémoire.	Réseaux	sémanHques.	ReprésentaHon	des	connaissances	

§  Règles	de	producHon.	Moteur	d’inférence.	

§  Mécanismes	d’apprenHssage	et	de	généralisa,on	

§  Appren,ssage	et	raisonnement	:	heurisHques,	macro-opérateurs,	chunking	

53	EGC	-	2018			«	Qu’est-ce	qu’un	bon	système	d’apprenHssage	?	»			(A.	Cornuéjols)		
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ARCH		[Winston,	1970]	

•  Appren,ssage	de	concept	(e.g.	arche)	dans	un	
monde	de	blocs	

a

b c

arche

allongé objeta

b c

debout brique

Partie-de

Ne-doit-pas-
toucher

A-gauche-de

A-droite-de

Doit-être-
supporté-par

A-la-propriété

A-la-propriété

A-la-propriété

Sorte-de

Sorte-de

A-la-propriété
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ARCH		[Winston,	1970]	

•  Les	exemples	ne	sont	pas	choisis	au	hasard	

(a) (b)

(c) (d)

(a) (b)

(c) (d)
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ApprenHssage	de	l’espace	des	versions	[Tom	Mitchell,	1979]	

ObservaHon	fondamentale	:	

	L'espace	des	versions	structuré	par	une	relaHon		
d'ordre	parHel	peut	être	représenté	par	:	

–  sa	borne	supérieure		:	le	G-set	

–  sa	borne	inférieure			:	le	S-set	

•  G-set		=		Ensemble	de	toutes	les	hypothèses	les	plus	générales				
															cohérentes	avec	les	exemples	connus	

•  S-set		=		Ensemble	de	toutes	les	hypothèses	les	plus	spécifiques		
														cohérentes	avec	les	exemples	connus	

H

G

S

hi hj
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Résolution
de problèmes Généralisation

Critique

Génération
de problèmes

Calculer la primitive de :
∫ 3x cos(x) dx

∫ 3x cos(x) dx

3x sin(x) - ∫ 3x sin(x) dx

3x sin(x) - 3 ∫ x sin(x) dx

3x sin(x) - 3x cos(x) dx + C

OP2 avec :
u = 3x
dv = cos(x) dx

OP1

OP5

Un des exemples positifs proposés :

 ∫ 3x cos(x) dx
→ Appliquer OP2 avec :

u = 3x
            dv = cos(x) dx

Espace des versions pour l'utilisation de
l'opérateur OP2 :

S ={ ∫ 3x cos(x) dx → Appliquer OP2
avec : u = 3x

                        dv = cos(x) dx}
G ={ ∫ f1(x) f2(x) dx → Appliquer OP2

avec :  u = f1(x)
                   dv = f2(x) dx}

Le	système	LEX		[Tom	Mitchell,	1983]	
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ExplanaHon-Based	Learning	

Generalized	search	tree	resulHng	from	regression	of	the	target	concept	in	the	proof	tree		
by	compuHng	at	each	step	the	most	general	literals	allowing	this	step.	
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PerspecHve	historique	:	apprenHssage	automaHque	

•  Espérance	d’erreur	de	prédicHon	
§  Bases	de	données	supposées	i.i.d.	

§  Données	bruitées	

§  Espérance	du	coût	de	prédicHon	

§  Théorie	:	quels	principes	inducHfs	?	Donc	quel	problème	d’opHmisaHon	

§  Comment	accélérer	le	processus	d’opHmisaHon	:	convexificaHon	

§  Nouvelles	méthodes	:	SVM	/	BoosHng	/	random	forests	/	Lasso,	…	

§  Plus	de	raisonnement	!!!	

•  ApplicaHons	à	des	problèmes	«	réels	»	

•  L’apprenHssage	«	profond	»	:	apprendre	les	(hiérarchies	de)	descripteurs	
§  Performances	en	prédicHon	

§  Exhiber	les	descripteurs	(et	espaces	«	sémanHques	»)	

§  Transfert	

•  …	?	
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Changements	de	paradigmes	

•  Changements	de	paradigme	

–  Très	progressifs	!!	

–  Au	début	:	signaux	faibles	
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Changements	de	paradigmes	

•  Changements	de	paradigme	

–  Très	progressifs	!!	

–  Au	début	:	signaux	faibles		

•  Changements	de	méthodes	

–  Très	rapides	(modes)	!!	

–  Au	sein	d’un	paradigme	
•  SVM	;	BoosHng	

–  Facilitant	une	charnière		
•  RNs	profonds	???	
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Plan	
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Sait-on	finalement	expliquer		

les	capacités	de	généralisaHon	?	
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Quelque	chose	de	troublant	

–  C.	Zhang,	S.	Bengio,	M.	Hardt,	B.	Recht,	O.	Vinyals	(ICLR,	May	2017).		

“Understanding	deep	learning	requires	rethinking	generalizaHon”	
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Quelque	chose	de	troublant	

–  C.	Zhang,	S.	Bengio,	M.	Hardt,	B.	Recht,	O.	Vinyals	(ICLR,	May	2017).		
“Understanding	deep	learning	requires	rethinking	generalizaHon”	

Extensive	experiments	on	the	classificaHon	of	images	
–  The	AlexNet		(>	1,000,000	parameters)	+	2	other	architectures	

–  The	CIFAR-10	data	set:		
•  60,000	images	categorized	in	10	classes	(50,000	for	training	and	10,000	for	tesHng)	

•  Images:	32x32	pixels	in	3	color	channels	
67	EGC	-	2018			«	Qu’est-ce	qu’un	bon	système	d’apprenHssage	?	»			(A.	Cornuéjols)		

Again, on intuitive grounds we expect that in order to make good predic-
tions we need to select a hypothesis class F that is appropriate for the problem
at hand. More precisely we should use some prior knowledge about the nature
of the link between between the features x and the target y to choose which
functions the class F should possess. For instance if, for any reason, we know
that with high probability the relation between x and y is approximately lin-
ear we better choose F to contain only such functions f

w

(x) = w · x. In the
most general setting this relationship is encoded in a complicated and unknown
probability distribution P on labeled observations (x, y). In many cases all we
know is that the relation between x and y has some smoothness properties.

The set of techniques that data scientists use to adapt the hypothesis class
F to a specific problem is know as regularization. Some of these are explicit in
the sense that they constrain estimators f in some way as we shall describe in
section 2. Some are implicit meaning that it is the dynamics of the algorithm
which walks its way through the set F in search for a good f (typically using
stochastic gradient descent) that provides the regularization. Some of these
regularization techniques actually pertain more to art than to mathematics as
they rely more on experience and intuition than on theorems.

Figure 1: The architecture of AlexNet which is one of the networks used by the authors

in [1]

Deep Learning is a a very popular class of machine learning models, roughly
inspired by biology, that are particularly well suited for tackling complex, AI-
like tasks such as image classification, NLP or automatic translation. Roughly
speaking these models are defined by stacking layers that, each, combine linear
combinations of the input with non-linear activation functions (and perhaps
some regularization). We won’t enter into defining them in detail here as many
excellent textbooks [3, 4] will do the job. Figure 1 shows the architecture of
AlexNet a deep network used in the experiment [1]. For our purpose, which is a
discussion of the issue of generalization and regularization, su�ce it to say here
that these Deep Learning problems share the following facts:

• The number n of samples available for training these networks is typically
much smaller than the number k of parameters w = (w1, . . . , wk) that
define the functions f

w

2 F 1.

• The probability distribution P (x, y) is impossible to describe in any sen-
sible way in practice. For concreteness, think of x as the pixels of and

1
The number of parameters k of a Deep Learning network such as AlexNet can be over a

hundred of millions while being trained on “only” a few millions of images in image-net.

2
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–  Speed	of	convergence	~	5,000	steps	
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Quelque	chose	de	troublant	

Experiments	

1.  	Original	dataset	without	modificaHon	

•  Results	?	
–  Training	accuracy	=	100%			;				Test	accuracy	=	89%	
–  Speed	of	convergence	~	5,000	steps	

		Expected	behavior	if	the	capacity	of	the	hypothesis	space	is	limited	

	

i.e.	the	system	cannot	fit	any	(arbitrary)	training	data	
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Troubling	findings	

Experiments	

1.  	Original	dataset	without	modificaHon	

•  Results	?	
–  Training	accuracy	=	100%			;				Test	accuracy	=	89%	
–  Speed	of	convergence	~	5,000	steps	

2.  	Random	labels	

–  Training	accuracy	=	100%	!!??		;				Test	accuracy	=	9.8%	

–  Speed	of	convergence	=	similar	behavior			(~	10,000	steps)	
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Troubling	findings	

Experiments	

1.  	Original	dataset	without	modificaHon	

•  Results	?	
–  Training	accuracy	=	100%			;				Test	accuracy	=	89%	
–  Speed	of	convergence	~	5,000	steps	

2.  	Random	labels	
–  Training	accuracy	=	100%	!!??		;				Test	accuracy	=	9.8%	
–  Speed	of	convergence	=	similar	behavior			(~	10,000	steps)	

3.  	Random	pixels	

–  Training	accuracy	=	100%	!!??		;				Test	accuracy	~	10%	
–  Speed	of	convergence	=	similar	behavior			(~	10,000	steps)	
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Now,	we	
are	in	

trouble!!	
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Troubling	findings	

•  Deep	NNs	can	accommodate	ANY	training	set		
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Can	grow	without	limit!!	

But	then,		
	
										why	are	deep	NNs		so	good	on	image	classifica<on	tasks?	
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Learning Securely 
Because it is easy to fool, machine learning  
must be taught how to handle adversarial inputs.

the University of California, Berkeley, 
who has crafted audio files that sound 
like white noise to humans, but like 
commands to speech recognition al-
gorithms. “We need to think of the at-
tacks as early as possible.”

Attacking the Black Box
Adversarial machine learning has been 
studied for more than a decade in a few 

OV ER  THE PAS T five years, 
machine learning has blos-
somed from a promising 
but immature technology 
into one that can achieve 

close to human-level performance on a 
wide array of tasks. In the near future, 
it is likely to be incorporated into an in-
creasing number of technologies that 
directly impact society, from self-driv-
ing cars to virtual assistants to facial- 
recognition software.

Yet machine learning also offers 
brand-new opportunities for hack-
ers. Malicious inputs specially crafted 
by an adversary can “poison” a ma-
chine learning algorithm during its 
training period, or dupe it after it has 
been trained. While the creators of a 
machine learning algorithm usually 
benchmark its average performance 
carefully, it is unusual for them to con-
sider how it performs against adversar-
ial inputs, security researchers say.

The emerging field of adversarial 
machine learning is exploring these 
vulnerabilities. In the past few years, 
researchers have figured out, for exam-
ple, how to make tiny, imperceptible 
changes to an image to fool vision pro-
cessing systems into interpreting an 
image humans see as a school bus as 
an ostrich instead. Such deceptions of-
ten can be carried out with virtually no 
knowledge about the inner workings 

of the machine learning algorithm un-
der attack.

Machine learning can be easy to 
fool, computer scientists warn. “We 
don’t want to wait until machine 
learning algorithms are being used 
on billions of devices, and then wait 
for people to mount attacks,” said 
Nicholas Carlini, a graduate student 
in adversarial machine learning at 

Science  |  DOI:10.1145/2994577 Erica Klarreich

School bus + tiny adversarial perturbation = “ostrich”

 Dog  +  tiny adversarial perturbation  =  “ostrich”

Adversarial input can fool a machine-learning algorithm into misperceiving images. 
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Sait-on	expliquer	une	conclusion	?	
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Voiture	dans	une	piscine	

•  …	ou	pas	de	voiture	...	?		
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Concepts$≠$Statistics
Computer#vision#is#not#a#statistical#problem

Car#examples#in#ImageNet
Is#this#less#of#a#car

because#the#context#is#wrong?

[Léon	BoOou	(ICML-2015,	invited	talk)	«	Two	big	challenges	in	Machine	Learning	»]	
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ExplicaHon	et	réseaux	de	neurones	profonds	

IdenHficaHon	de	classes	d’objets	dans	une	image	

–  Ici	deux	classes	:	«	chien	»	et	«	chat	,gré	»	
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[Selvaraju	et	al.	(2017)	«	Grad-CAM:	Visual	explana'ons	from	deep	networks	via	gradient-based	localiza'on	»]	

(a) Original Image (b) Guided Backprop ‘Cat’ (c) Grad-CAM ‘Cat’ (d) Guided Grad-CAM ‘Cat’ (e) Occlusion map for ‘Cat’ (f) ResNet Grad-CAM ‘Cat’

(g) Original Image (h) Guided Backprop ‘Dog’ (i) Grad-CAM ‘Dog’ (j) Guided Grad-CAM ‘Dog’ (k) Occlusion map for ‘Dog’ (l) ResNet Grad-CAM ‘Dog’
Figure 1: (a) Original image with a cat and a dog. (b-f) Support for the cat category according to various visualizations for VGG and ResNet. (b) Guided Backpropagation [46]:
highlights all contributing features. (c, f) Grad-CAM (Ours): localizes class-discriminative regions, (d) Combining (b) and (c) gives Guided Grad-CAM, which gives high-
resolution class-discriminative visualizations.Interestingly, the localizations achieved by our Grad-CAM technique, (c) are very similar to results from occlusion sensitivity (e),
while being orders of magnitude cheaper to compute. (f, l) are Grad-CAM visualizations for ResNet-18 layer. Note that in (d, f, i, l), red regions corresponds to high score for
class, while in (e, k), blue corresponds to evidence for the class. Figure best viewed in color.

modules for uninterpretable ones that achieve greater perfor-
mance through greater abstraction (more layers) and tighter
integration (end-to-end training). Recently introduced deep
residual networks (ResNets) [18] are over 200-layers deep
and have shown state-of-the-art performance in several chal-
lenging tasks. Such complexity makes these models hard to
interpret. As such, deep models are beginning to explore the
spectrum between interpretability and accuracy.

Zhou et al. [51] recently proposed a technique called
Class Activation Mapping (CAM) for identifying discrimina-
tive regions used by a restricted class of image classification
CNNs which do not contain any fully-connected layers. In
essence, this work trades off model complexity and perfor-
mance for more transparency into the working of the model.
In contrast, we make existing state-of-the-art deep models
interpretable without altering their architecture, thus avoid-
ing the interpretability vs. accuracy tradeoff. Our approach
is a generalization of CAM [51] and is applicable to a signifi-
cantly broader range of CNN model families: (1) CNNs with
fully-connected layers (e.g. VGG), (2) CNNs used for struc-
tured outputs (e.g. captioning), (3) CNNs used in tasks with
multi-modal inputs (e.g. VQA) or reinforcement learning.
What makes a good visual explanation? Consider im-
age classification [10] – a ‘good’ visual explanation from
the model justifying a predicted class should be (a) class-
discriminative (i.e. localize the target category in the image)
and (b) high-resolution (i.e. capture fine-grained detail).

Fig. 1 shows outputs from a number of visualizations for
the ‘tiger cat’ class (top) and ‘boxer’ (dog) class (bottom).
Pixel-space gradient visualizations such as Guided Back-
propagation [46] and Deconvolution [49] are high-resolution
and highlight fine-grained details in the image, but are not
class-discriminative (Fig. 1b and Fig. 1h are very similar).

In contrast, localization approaches like CAM or our pro-
posed method Gradient-weighted Class Activation Mapping

(Grad-CAM), are highly class-discriminative (the ‘cat’ expla-
nation exclusively highlights the ‘cat’ regions but not ‘dog’
regions in Fig. 1c, and vice versa in Fig. 1i).

In order to combine the best of both worlds, we show that
it is possible to fuse existing pixel-space gradient visualiza-
tions with Grad-CAM to create Guided Grad-CAM visualiza-
tions that are both high-resolution and class-discriminative.
As a result, important regions of the image which correspond
to any decision of interest are visualized in high-resolution
detail even if the image contains evidence for multiple possi-
ble concepts, as shown in Figures 1d and 1j. When visualized
for ‘tiger cat’, Guided Grad-CAM not only highlights the
cat regions, but also highlights the stripes on the cat, which
is important for predicting that particular variety of cat.
To summarize, our contributions are as follows:
(1) We propose Grad-CAM, a class-discriminative localiza-
tion technique that can generate visual explanations from any
CNN-based network without requiring architectural changes
or re-training. We evaluate Grad-CAM for localization (Sec-
tion 4.1), pointing (Section 4.2), and faithfulness to model
(Section 5.3), where it outperforms baselines.
(2) We apply Grad-CAM to existing top-performing classi-
fication, captioning (Section 8.1), and VQA (Section 8.2)
models. For image classification, our visualizations help
identify dataset bias (Section 6.3) and lend insight into fail-
ures of current CNNs (Section 6.1), showing that seemingly
unreasonable predictions have reasonable explanations. For
captioning and VQA, our visualizations expose the some-
what surprising insight that common CNN + LSTM models
are often good at localizing discriminative image regions
despite not being trained on grounded image-text pairs.
(3) We visualize ResNets [18] applied to image classification
and VQA (Section 8.2). Going from deep to shallow layers,
the discriminative ability of Grad-CAM significantly reduces
as we encounter layers with different output dimensionality.

(a) Original Image (b) Guided Backprop ‘Cat’ (c) Grad-CAM ‘Cat’ (d) Guided Grad-CAM ‘Cat’ (e) Occlusion map for ‘Cat’ (f) ResNet Grad-CAM ‘Cat’

(g) Original Image (h) Guided Backprop ‘Dog’ (i) Grad-CAM ‘Dog’ (j) Guided Grad-CAM ‘Dog’ (k) Occlusion map for ‘Dog’ (l) ResNet Grad-CAM ‘Dog’
Figure 1: (a) Original image with a cat and a dog. (b-f) Support for the cat category according to various visualizations for VGG and ResNet. (b) Guided Backpropagation [46]:
highlights all contributing features. (c, f) Grad-CAM (Ours): localizes class-discriminative regions, (d) Combining (b) and (c) gives Guided Grad-CAM, which gives high-
resolution class-discriminative visualizations.Interestingly, the localizations achieved by our Grad-CAM technique, (c) are very similar to results from occlusion sensitivity (e),
while being orders of magnitude cheaper to compute. (f, l) are Grad-CAM visualizations for ResNet-18 layer. Note that in (d, f, i, l), red regions corresponds to high score for
class, while in (e, k), blue corresponds to evidence for the class. Figure best viewed in color.

modules for uninterpretable ones that achieve greater perfor-
mance through greater abstraction (more layers) and tighter
integration (end-to-end training). Recently introduced deep
residual networks (ResNets) [18] are over 200-layers deep
and have shown state-of-the-art performance in several chal-
lenging tasks. Such complexity makes these models hard to
interpret. As such, deep models are beginning to explore the
spectrum between interpretability and accuracy.

Zhou et al. [51] recently proposed a technique called
Class Activation Mapping (CAM) for identifying discrimina-
tive regions used by a restricted class of image classification
CNNs which do not contain any fully-connected layers. In
essence, this work trades off model complexity and perfor-
mance for more transparency into the working of the model.
In contrast, we make existing state-of-the-art deep models
interpretable without altering their architecture, thus avoid-
ing the interpretability vs. accuracy tradeoff. Our approach
is a generalization of CAM [51] and is applicable to a signifi-
cantly broader range of CNN model families: (1) CNNs with
fully-connected layers (e.g. VGG), (2) CNNs used for struc-
tured outputs (e.g. captioning), (3) CNNs used in tasks with
multi-modal inputs (e.g. VQA) or reinforcement learning.
What makes a good visual explanation? Consider im-
age classification [10] – a ‘good’ visual explanation from
the model justifying a predicted class should be (a) class-
discriminative (i.e. localize the target category in the image)
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Pixel-space gradient visualizations such as Guided Back-
propagation [46] and Deconvolution [49] are high-resolution
and highlight fine-grained details in the image, but are not
class-discriminative (Fig. 1b and Fig. 1h are very similar).

In contrast, localization approaches like CAM or our pro-
posed method Gradient-weighted Class Activation Mapping

(Grad-CAM), are highly class-discriminative (the ‘cat’ expla-
nation exclusively highlights the ‘cat’ regions but not ‘dog’
regions in Fig. 1c, and vice versa in Fig. 1i).

In order to combine the best of both worlds, we show that
it is possible to fuse existing pixel-space gradient visualiza-
tions with Grad-CAM to create Guided Grad-CAM visualiza-
tions that are both high-resolution and class-discriminative.
As a result, important regions of the image which correspond
to any decision of interest are visualized in high-resolution
detail even if the image contains evidence for multiple possi-
ble concepts, as shown in Figures 1d and 1j. When visualized
for ‘tiger cat’, Guided Grad-CAM not only highlights the
cat regions, but also highlights the stripes on the cat, which
is important for predicting that particular variety of cat.
To summarize, our contributions are as follows:
(1) We propose Grad-CAM, a class-discriminative localiza-
tion technique that can generate visual explanations from any
CNN-based network without requiring architectural changes
or re-training. We evaluate Grad-CAM for localization (Sec-
tion 4.1), pointing (Section 4.2), and faithfulness to model
(Section 5.3), where it outperforms baselines.
(2) We apply Grad-CAM to existing top-performing classi-
fication, captioning (Section 8.1), and VQA (Section 8.2)
models. For image classification, our visualizations help
identify dataset bias (Section 6.3) and lend insight into fail-
ures of current CNNs (Section 6.1), showing that seemingly
unreasonable predictions have reasonable explanations. For
captioning and VQA, our visualizations expose the some-
what surprising insight that common CNN + LSTM models
are often good at localizing discriminative image regions
despite not being trained on grounded image-text pairs.
(3) We visualize ResNets [18] applied to image classification
and VQA (Section 8.2). Going from deep to shallow layers,
the discriminative ability of Grad-CAM significantly reduces
as we encounter layers with different output dimensionality.
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Figure 1: (a) Original image with a cat and a dog. (b-f) Support for the cat category according to various visualizations for VGG and ResNet. (b) Guided Backpropagation [46]:
highlights all contributing features. (c, f) Grad-CAM (Ours): localizes class-discriminative regions, (d) Combining (b) and (c) gives Guided Grad-CAM, which gives high-
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modules for uninterpretable ones that achieve greater perfor-
mance through greater abstraction (more layers) and tighter
integration (end-to-end training). Recently introduced deep
residual networks (ResNets) [18] are over 200-layers deep
and have shown state-of-the-art performance in several chal-
lenging tasks. Such complexity makes these models hard to
interpret. As such, deep models are beginning to explore the
spectrum between interpretability and accuracy.

Zhou et al. [51] recently proposed a technique called
Class Activation Mapping (CAM) for identifying discrimina-
tive regions used by a restricted class of image classification
CNNs which do not contain any fully-connected layers. In
essence, this work trades off model complexity and perfor-
mance for more transparency into the working of the model.
In contrast, we make existing state-of-the-art deep models
interpretable without altering their architecture, thus avoid-
ing the interpretability vs. accuracy tradeoff. Our approach
is a generalization of CAM [51] and is applicable to a signifi-
cantly broader range of CNN model families: (1) CNNs with
fully-connected layers (e.g. VGG), (2) CNNs used for struc-
tured outputs (e.g. captioning), (3) CNNs used in tasks with
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What makes a good visual explanation? Consider im-
age classification [10] – a ‘good’ visual explanation from
the model justifying a predicted class should be (a) class-
discriminative (i.e. localize the target category in the image)
and (b) high-resolution (i.e. capture fine-grained detail).

Fig. 1 shows outputs from a number of visualizations for
the ‘tiger cat’ class (top) and ‘boxer’ (dog) class (bottom).
Pixel-space gradient visualizations such as Guided Back-
propagation [46] and Deconvolution [49] are high-resolution
and highlight fine-grained details in the image, but are not
class-discriminative (Fig. 1b and Fig. 1h are very similar).

In contrast, localization approaches like CAM or our pro-
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(Grad-CAM), are highly class-discriminative (the ‘cat’ expla-
nation exclusively highlights the ‘cat’ regions but not ‘dog’
regions in Fig. 1c, and vice versa in Fig. 1i).

In order to combine the best of both worlds, we show that
it is possible to fuse existing pixel-space gradient visualiza-
tions with Grad-CAM to create Guided Grad-CAM visualiza-
tions that are both high-resolution and class-discriminative.
As a result, important regions of the image which correspond
to any decision of interest are visualized in high-resolution
detail even if the image contains evidence for multiple possi-
ble concepts, as shown in Figures 1d and 1j. When visualized
for ‘tiger cat’, Guided Grad-CAM not only highlights the
cat regions, but also highlights the stripes on the cat, which
is important for predicting that particular variety of cat.
To summarize, our contributions are as follows:
(1) We propose Grad-CAM, a class-discriminative localiza-
tion technique that can generate visual explanations from any
CNN-based network without requiring architectural changes
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(Section 5.3), where it outperforms baselines.
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despite not being trained on grounded image-text pairs.
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and VQA (Section 8.2). Going from deep to shallow layers,
the discriminative ability of Grad-CAM significantly reduces
as we encounter layers with different output dimensionality.
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modules for uninterpretable ones that achieve greater perfor-
mance through greater abstraction (more layers) and tighter
integration (end-to-end training). Recently introduced deep
residual networks (ResNets) [18] are over 200-layers deep
and have shown state-of-the-art performance in several chal-
lenging tasks. Such complexity makes these models hard to
interpret. As such, deep models are beginning to explore the
spectrum between interpretability and accuracy.

Zhou et al. [51] recently proposed a technique called
Class Activation Mapping (CAM) for identifying discrimina-
tive regions used by a restricted class of image classification
CNNs which do not contain any fully-connected layers. In
essence, this work trades off model complexity and perfor-
mance for more transparency into the working of the model.
In contrast, we make existing state-of-the-art deep models
interpretable without altering their architecture, thus avoid-
ing the interpretability vs. accuracy tradeoff. Our approach
is a generalization of CAM [51] and is applicable to a signifi-
cantly broader range of CNN model families: (1) CNNs with
fully-connected layers (e.g. VGG), (2) CNNs used for struc-
tured outputs (e.g. captioning), (3) CNNs used in tasks with
multi-modal inputs (e.g. VQA) or reinforcement learning.
What makes a good visual explanation? Consider im-
age classification [10] – a ‘good’ visual explanation from
the model justifying a predicted class should be (a) class-
discriminative (i.e. localize the target category in the image)
and (b) high-resolution (i.e. capture fine-grained detail).

Fig. 1 shows outputs from a number of visualizations for
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propagation [46] and Deconvolution [49] are high-resolution
and highlight fine-grained details in the image, but are not
class-discriminative (Fig. 1b and Fig. 1h are very similar).
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posed method Gradient-weighted Class Activation Mapping

(Grad-CAM), are highly class-discriminative (the ‘cat’ expla-
nation exclusively highlights the ‘cat’ regions but not ‘dog’
regions in Fig. 1c, and vice versa in Fig. 1i).

In order to combine the best of both worlds, we show that
it is possible to fuse existing pixel-space gradient visualiza-
tions with Grad-CAM to create Guided Grad-CAM visualiza-
tions that are both high-resolution and class-discriminative.
As a result, important regions of the image which correspond
to any decision of interest are visualized in high-resolution
detail even if the image contains evidence for multiple possi-
ble concepts, as shown in Figures 1d and 1j. When visualized
for ‘tiger cat’, Guided Grad-CAM not only highlights the
cat regions, but also highlights the stripes on the cat, which
is important for predicting that particular variety of cat.
To summarize, our contributions are as follows:
(1) We propose Grad-CAM, a class-discriminative localiza-
tion technique that can generate visual explanations from any
CNN-based network without requiring architectural changes
or re-training. We evaluate Grad-CAM for localization (Sec-
tion 4.1), pointing (Section 4.2), and faithfulness to model
(Section 5.3), where it outperforms baselines.
(2) We apply Grad-CAM to existing top-performing classi-
fication, captioning (Section 8.1), and VQA (Section 8.2)
models. For image classification, our visualizations help
identify dataset bias (Section 6.3) and lend insight into fail-
ures of current CNNs (Section 6.1), showing that seemingly
unreasonable predictions have reasonable explanations. For
captioning and VQA, our visualizations expose the some-
what surprising insight that common CNN + LSTM models
are often good at localizing discriminative image regions
despite not being trained on grounded image-text pairs.
(3) We visualize ResNets [18] applied to image classification
and VQA (Section 8.2). Going from deep to shallow layers,
the discriminative ability of Grad-CAM significantly reduces
as we encounter layers with different output dimensionality.

(a) Original Image (b) Guided Backprop ‘Cat’ (c) Grad-CAM ‘Cat’ (d) Guided Grad-CAM ‘Cat’ (e) Occlusion map for ‘Cat’ (f) ResNet Grad-CAM ‘Cat’

(g) Original Image (h) Guided Backprop ‘Dog’ (i) Grad-CAM ‘Dog’ (j) Guided Grad-CAM ‘Dog’ (k) Occlusion map for ‘Dog’ (l) ResNet Grad-CAM ‘Dog’
Figure 1: (a) Original image with a cat and a dog. (b-f) Support for the cat category according to various visualizations for VGG and ResNet. (b) Guided Backpropagation [46]:
highlights all contributing features. (c, f) Grad-CAM (Ours): localizes class-discriminative regions, (d) Combining (b) and (c) gives Guided Grad-CAM, which gives high-
resolution class-discriminative visualizations.Interestingly, the localizations achieved by our Grad-CAM technique, (c) are very similar to results from occlusion sensitivity (e),
while being orders of magnitude cheaper to compute. (f, l) are Grad-CAM visualizations for ResNet-18 layer. Note that in (d, f, i, l), red regions corresponds to high score for
class, while in (e, k), blue corresponds to evidence for the class. Figure best viewed in color.

modules for uninterpretable ones that achieve greater perfor-
mance through greater abstraction (more layers) and tighter
integration (end-to-end training). Recently introduced deep
residual networks (ResNets) [18] are over 200-layers deep
and have shown state-of-the-art performance in several chal-
lenging tasks. Such complexity makes these models hard to
interpret. As such, deep models are beginning to explore the
spectrum between interpretability and accuracy.

Zhou et al. [51] recently proposed a technique called
Class Activation Mapping (CAM) for identifying discrimina-
tive regions used by a restricted class of image classification
CNNs which do not contain any fully-connected layers. In
essence, this work trades off model complexity and perfor-
mance for more transparency into the working of the model.
In contrast, we make existing state-of-the-art deep models
interpretable without altering their architecture, thus avoid-
ing the interpretability vs. accuracy tradeoff. Our approach
is a generalization of CAM [51] and is applicable to a signifi-
cantly broader range of CNN model families: (1) CNNs with
fully-connected layers (e.g. VGG), (2) CNNs used for struc-
tured outputs (e.g. captioning), (3) CNNs used in tasks with
multi-modal inputs (e.g. VQA) or reinforcement learning.
What makes a good visual explanation? Consider im-
age classification [10] – a ‘good’ visual explanation from
the model justifying a predicted class should be (a) class-
discriminative (i.e. localize the target category in the image)
and (b) high-resolution (i.e. capture fine-grained detail).

Fig. 1 shows outputs from a number of visualizations for
the ‘tiger cat’ class (top) and ‘boxer’ (dog) class (bottom).
Pixel-space gradient visualizations such as Guided Back-
propagation [46] and Deconvolution [49] are high-resolution
and highlight fine-grained details in the image, but are not
class-discriminative (Fig. 1b and Fig. 1h are very similar).

In contrast, localization approaches like CAM or our pro-
posed method Gradient-weighted Class Activation Mapping

(Grad-CAM), are highly class-discriminative (the ‘cat’ expla-
nation exclusively highlights the ‘cat’ regions but not ‘dog’
regions in Fig. 1c, and vice versa in Fig. 1i).

In order to combine the best of both worlds, we show that
it is possible to fuse existing pixel-space gradient visualiza-
tions with Grad-CAM to create Guided Grad-CAM visualiza-
tions that are both high-resolution and class-discriminative.
As a result, important regions of the image which correspond
to any decision of interest are visualized in high-resolution
detail even if the image contains evidence for multiple possi-
ble concepts, as shown in Figures 1d and 1j. When visualized
for ‘tiger cat’, Guided Grad-CAM not only highlights the
cat regions, but also highlights the stripes on the cat, which
is important for predicting that particular variety of cat.
To summarize, our contributions are as follows:
(1) We propose Grad-CAM, a class-discriminative localiza-
tion technique that can generate visual explanations from any
CNN-based network without requiring architectural changes
or re-training. We evaluate Grad-CAM for localization (Sec-
tion 4.1), pointing (Section 4.2), and faithfulness to model
(Section 5.3), where it outperforms baselines.
(2) We apply Grad-CAM to existing top-performing classi-
fication, captioning (Section 8.1), and VQA (Section 8.2)
models. For image classification, our visualizations help
identify dataset bias (Section 6.3) and lend insight into fail-
ures of current CNNs (Section 6.1), showing that seemingly
unreasonable predictions have reasonable explanations. For
captioning and VQA, our visualizations expose the some-
what surprising insight that common CNN + LSTM models
are often good at localizing discriminative image regions
despite not being trained on grounded image-text pairs.
(3) We visualize ResNets [18] applied to image classification
and VQA (Section 8.2). Going from deep to shallow layers,
the discriminative ability of Grad-CAM significantly reduces
as we encounter layers with different output dimensionality.
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bottom-left illustrates this fusion. This visualization is both
high-resolution (when the class of interest is ‘tiger cat’, it
identifies important ‘tiger cat’ features like stripes, pointy
ears and eyes) and class-discriminative (it shows the ‘tiger
cat’ but not the ‘boxer (dog)’). Replacing Guided Backpropa-
gation with Deconvolution in the above gives similar results,
but we found Deconvolution to have artifacts (and Guided
Backpropagation visualizations were generally less noisy),
so we chose Guided Backpropagation over Deconvolution.
4. Evaluating Localization
4.1. Weakly-supervised Localization

In this section, we evaluate the localization capability
of Grad-CAM in the context of image classification. The
ImageNet localization challenge [10] requires competing ap-
proaches to provide bounding boxes in addition to classifica-
tion labels. Similar to classification, evaluation is performed
for both the top-1 and top-5 predicted categories. Given an
image, we first obtain class predictions from our network
and then generate Grad-CAM maps for each of the predicted
classes and binarize with threshold of 15% of the max in-
tensity. This results in connected segments of pixels and we
draw our bounding box around the single largest segment.

We evaluate the pretrained off-the-shelf VGG-16 [45]
model from the Caffe [21] Model Zoo. Following ILSVRC-
15 evaluation, we report both top-1 and top-5 localization
error on the val set in Table. 1. Grad-CAM localization errors
are significantly lower than those achieved by c-MWP [50]
and Simonyan et al. [44] for the VGG-16 model, which uses
grabcut to post-process image space gradients into heat maps.
Grad-CAM also achieves better top-1 localization error than
CAM [51], which requires a change in the model archi-
tecture, necessitates re-training and thereby achieves worse
classification errors (2.98% increase in top-1), whereas Grad-
CAM makes no compromise on classification performance.

Method Top-1 loc error Top-5 loc error Top-1 cls error Top-5 cls error
Backprop on VGG-16 [44] 61.12 51.46 30.38 10.89
c-MWP on VGG-16 [50] 70.92 63.04 30.38 10.89

Grad-CAM on VGG-16 (ours) 56.51 46.41 30.38 10.89

VGG-16-GAP (CAM) [51] 57.20 45.14 33.40 12.20

Table 1: Classification and Localization results on ILSVRC-15 val (lower is better).

Weakly-supervised Segmentation. We use Grad-CAM lo-
calization as weak-supervision to train the segmentation
architecture from SEC [26]. We provide more details along
with qualitative results in the supplementary Section E.
4.2. Pointing Game

Zhang et al. [50] introduced the Pointing Game experi-
ment to evaluate the discriminativeness of different attention
maps for localizing target objects in scenes. Their evaluation
protocol cues each competing visualization technique with
the ground-truth object label and extracts the maximum point
on the generated heatmap and evaluates if it lies in one of the
annotated instances of the cued object category, thereby a hit
or a miss is counted. The localization accuracy is then cal-
culated as Acc = #Hits

#Hits+#Misses . However this evaluation

Figure 3: AMT interfaces for evaluating different visualizations for class discrimina-
tion (left) and trust worthiness (right). Guided Grad-CAM outperforms baseline ap-
proaches (Guided-backprop and Deconvolution) showing that our visualizations are
more class-discriminative and help humans place trust in a more accurate classifier.
only measures the precision aspect of the visualization tech-
nique. Hence we modify the protocol to also measure the
recall as follows. We compute the visualization for the top-
5 class predictions from the CNN classifiers2 and evaluate
them using the pointing game setup with an additional option
that a visualization may reject any of the top-5 predictions
from the model if the max value in the visualization is below
a threshold, i.e. if the visualization correctly rejects the pre-
dictions which are absent from the ground-truth categories,
it gets that as a hit. We find that our approach Grad-CAM
outperforms c-MWP [50] by a significant margin (70.58% vs.
60.30%). Qualitative examples comparing c-MWP [50] and
Grad-CAM on COCO, imageNet, and PASCAL categories
can be found in supplementary Section F3.

5. Evaluating Visualizations
Our first human study evaluates the main premise of

our approach: are Grad-CAM visualizations more class-
discriminative than previous techniques? Having established
that, we turn to understanding whether it can lead an end
user to trust the visualized models appropriately. For these
experiments, we compare VGG-16 and AlexNet CNNs fine-
tuned on PASCAL VOC 2007 train set and use the val set to
generate visualizations.

5.1. Evaluating Class Discrimination
In order to measure whether Grad-CAM helps distinguish

between classes we select images from VOC 2007 val set
that contain exactly two annotated categories and create vi-
sualizations for each one of them. For both VGG-16 and
AlexNet CNNs, we obtain category-specific visualizations
using four techniques: Deconvolution, Guided Backprop-
agation, and Grad-CAM versions of each these methods
(Deconvolution Grad-CAM and Guided Grad-CAM). We
show visualizations to 43 workers on Amazon Mechanical
Turk (AMT) and ask them “Which of the two object cate-
gories is depicted in the image?” as shown in Fig. 3.

Intuitively, a good prediction explanation is one that pro-
duces discriminative visualizations for the class of interest.
The experiment was conducted using all 4 visualizations

2We use the GoogLeNet CNN finetuned on COCO provided in [50].
3 c-MWP [50] highlights arbitrary regions for predicted but non-existent

categories, unlike Grad-CAM maps which seem more reasonable.

bottom-left illustrates this fusion. This visualization is both
high-resolution (when the class of interest is ‘tiger cat’, it
identifies important ‘tiger cat’ features like stripes, pointy
ears and eyes) and class-discriminative (it shows the ‘tiger
cat’ but not the ‘boxer (dog)’). Replacing Guided Backpropa-
gation with Deconvolution in the above gives similar results,
but we found Deconvolution to have artifacts (and Guided
Backpropagation visualizations were generally less noisy),
so we chose Guided Backpropagation over Deconvolution.
4. Evaluating Localization
4.1. Weakly-supervised Localization

In this section, we evaluate the localization capability
of Grad-CAM in the context of image classification. The
ImageNet localization challenge [10] requires competing ap-
proaches to provide bounding boxes in addition to classifica-
tion labels. Similar to classification, evaluation is performed
for both the top-1 and top-5 predicted categories. Given an
image, we first obtain class predictions from our network
and then generate Grad-CAM maps for each of the predicted
classes and binarize with threshold of 15% of the max in-
tensity. This results in connected segments of pixels and we
draw our bounding box around the single largest segment.

We evaluate the pretrained off-the-shelf VGG-16 [45]
model from the Caffe [21] Model Zoo. Following ILSVRC-
15 evaluation, we report both top-1 and top-5 localization
error on the val set in Table. 1. Grad-CAM localization errors
are significantly lower than those achieved by c-MWP [50]
and Simonyan et al. [44] for the VGG-16 model, which uses
grabcut to post-process image space gradients into heat maps.
Grad-CAM also achieves better top-1 localization error than
CAM [51], which requires a change in the model archi-
tecture, necessitates re-training and thereby achieves worse
classification errors (2.98% increase in top-1), whereas Grad-
CAM makes no compromise on classification performance.

Method Top-1 loc error Top-5 loc error Top-1 cls error Top-5 cls error
Backprop on VGG-16 [44] 61.12 51.46 30.38 10.89
c-MWP on VGG-16 [50] 70.92 63.04 30.38 10.89

Grad-CAM on VGG-16 (ours) 56.51 46.41 30.38 10.89

VGG-16-GAP (CAM) [51] 57.20 45.14 33.40 12.20

Table 1: Classification and Localization results on ILSVRC-15 val (lower is better).

Weakly-supervised Segmentation. We use Grad-CAM lo-
calization as weak-supervision to train the segmentation
architecture from SEC [26]. We provide more details along
with qualitative results in the supplementary Section E.
4.2. Pointing Game

Zhang et al. [50] introduced the Pointing Game experi-
ment to evaluate the discriminativeness of different attention
maps for localizing target objects in scenes. Their evaluation
protocol cues each competing visualization technique with
the ground-truth object label and extracts the maximum point
on the generated heatmap and evaluates if it lies in one of the
annotated instances of the cued object category, thereby a hit
or a miss is counted. The localization accuracy is then cal-
culated as Acc = #Hits

#Hits+#Misses . However this evaluation

Figure 3: AMT interfaces for evaluating different visualizations for class discrimina-
tion (left) and trust worthiness (right). Guided Grad-CAM outperforms baseline ap-
proaches (Guided-backprop and Deconvolution) showing that our visualizations are
more class-discriminative and help humans place trust in a more accurate classifier.
only measures the precision aspect of the visualization tech-
nique. Hence we modify the protocol to also measure the
recall as follows. We compute the visualization for the top-
5 class predictions from the CNN classifiers2 and evaluate
them using the pointing game setup with an additional option
that a visualization may reject any of the top-5 predictions
from the model if the max value in the visualization is below
a threshold, i.e. if the visualization correctly rejects the pre-
dictions which are absent from the ground-truth categories,
it gets that as a hit. We find that our approach Grad-CAM
outperforms c-MWP [50] by a significant margin (70.58% vs.
60.30%). Qualitative examples comparing c-MWP [50] and
Grad-CAM on COCO, imageNet, and PASCAL categories
can be found in supplementary Section F3.

5. Evaluating Visualizations
Our first human study evaluates the main premise of

our approach: are Grad-CAM visualizations more class-
discriminative than previous techniques? Having established
that, we turn to understanding whether it can lead an end
user to trust the visualized models appropriately. For these
experiments, we compare VGG-16 and AlexNet CNNs fine-
tuned on PASCAL VOC 2007 train set and use the val set to
generate visualizations.

5.1. Evaluating Class Discrimination
In order to measure whether Grad-CAM helps distinguish

between classes we select images from VOC 2007 val set
that contain exactly two annotated categories and create vi-
sualizations for each one of them. For both VGG-16 and
AlexNet CNNs, we obtain category-specific visualizations
using four techniques: Deconvolution, Guided Backprop-
agation, and Grad-CAM versions of each these methods
(Deconvolution Grad-CAM and Guided Grad-CAM). We
show visualizations to 43 workers on Amazon Mechanical
Turk (AMT) and ask them “Which of the two object cate-
gories is depicted in the image?” as shown in Fig. 3.

Intuitively, a good prediction explanation is one that pro-
duces discriminative visualizations for the class of interest.
The experiment was conducted using all 4 visualizations

2We use the GoogLeNet CNN finetuned on COCO provided in [50].
3 c-MWP [50] highlights arbitrary regions for predicted but non-existent

categories, unlike Grad-CAM maps which seem more reasonable.

54	sujets	sur	Amazon	Turk	->	robot	B	évalué	à	1.27	(entre	-2	et	+2)	



/	96	

ExplicaHon	et	réseaux	de	neurones	profonds	

Illusions	d’op,que	:	quelle	explicaHon	?	

78	EGC	-	2018			«	Qu’est-ce	qu’un	bon	système	d’apprenHssage	?	»			(A.	Cornuéjols)		

[Selvaraju	et	al.	(2017)	«	Grad-CAM:	Visual	explana'ons	from	deep	networks	via	gradient-based	localiza'on	»]	

ambiguities inherent in ImageNet classification. We can also
see that seemingly unreasonable predictions have reasonable
explanations, an observation also made in HOGgles [48].
6.2. Effect of adversarial noise on VGG-16

Goodfellow et al. [17] demonstrated the vulnerability of
current deep networks to adversarial examples, which are
slight imperceptible perturbations of input images which
fool the network into misclassifying them with high confi-
dence. We generate adversarial images for the ImageNet
trained VGG-16 model such that it assigns a high probability
(>0.9999) to a category that is absent in the image and a
very low probability to categories that are present. We then
compute Grad-CAM visualizations for the categories that are
present. We can see from Fig. 5 that inspite of the network
being completely certain about the absence of these cate-
gories (tiger cat and boxer), Grad-CAM visualizations can
correctly localize the categories. This shows the robustness
of Grad-CAM to adversarial noise.

Boxer: 0.40 Tiger Cat: 0.18

(a) Original image
Airliner: 0.9999

(b) Adversarial image
Boxer: 1.1e-20

(c) Grad-CAM “Dog”

Tiger Cat: 6.5e-17

(d) Grad-CAM “Cat”

Figure 5: (a-b) Original image and the generated adversarial image for category “air-
liner”. (c-d) Grad-CAM visualizations for the original categories “tiger cat” and
“boxer (dog)” along with their confidence. Inspite of the network being completely
fooled into thinking that the image belongs to “airliner” category with high confi-
dence (>0.9999), Grad-CAM can localize the original categories accurately.

6.3. Identifying bias in dataset
In this section we demonstrate another use of Grad-CAM:

identifying and thus reducing bias in training datasets. Mod-
els trained on biased datasets may not generalize to real-
world scenarios, or worse, may perpetuate biases and stereo-
types (w.r.t. gender, race, age, etc.) [6, 37]. We finetune an
ImageNet trained VGG-16 model for the task of classify-
ing “doctor” vs. “nurse”. We built our training dataset using
the top 250 relevant images (for each class) from a popular
image search engine. The trained model achieves good ac-
curacy on validation images from the search engine. But at
test time the model did not generalize as well (82%).

Grad-CAM visualizations of the model predictions re-
vealed that the model had learned to look at the person’s face
/ hairstyle to distinguish nurses from doctors, thus learning
a gender stereotype. Indeed, the model was misclassifying
several female doctors to be a nurse and male nurses to be
a doctor. Clearly, this is problematic. Turns out the im-
age search results were gender-biased (78% of images for
doctors were men, and 93% images for nurses were women).

Through this intuition gained from our visualization, we
reduced the bias from the training set by adding in male
nurses and female doctors to the training set, while main-
taining the same number of images per class as before. The

re-trained model now generalizes better to a more balanced
test set (90%). Additional analysis along with Grad-CAM
visualizations from both models can be found in the supple-
mentary. This experiment demonstrates that Grad-CAM can
help detect and remove biases in datasets, which is impor-
tant not just for generalization, but also for fair and ethical
outcomes as more algorithmic decisions are made in society.

7. Counterfactual Explanations
We propose a new explanation modality - Counterfactual

explanations. Using a slight modification to Grad-CAM we
obtain these counterfactual explanations, which highlight the
support for the regions that would make the network change
its decision. Removing concepts occurring in those regions
would make the model more confident about the given target
decision.

Specifically, we negate the gradient of yc (score for class
c) with respect to feature maps A of a convolutional layer.
Thus the importance weights ↵c

k, now become,
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As in (2), we weighted sum the forward activation maps, A
with weights ↵c

k, and follow it by a ReLU to obtain counter-
factual explanations as shown in Fig. 6.

(a) Original Image (b) Cat Counterfactual exp (c) Dog Counterfactual exp
Figure 6: Negative Explanations with Grad-CAM

8. Image Captioning and VQA
Finally, we apply our Grad-CAM technique to the im-

age captioning [7, 23, 47] and Visual Question Answering
(VQA) [3, 15, 36, 41] tasks. We find that Grad-CAM leads to
interpretable visual explanations for these tasks as compared
to baseline visualizations which do not change noticeably
across different predictions. Note that existing visualization
techniques are either not class-discriminative (Guided Back-
propagation, Deconvolution), or simply cannot be used for
these tasks or architectures, or both (CAM or c-MWP).
8.1. Image Captioning

In this section, we visualize spatial support for an image
captioning model using Grad-CAM. We build on top of the
publicly available ‘neuraltalk2’4 implementation [25] that
uses a finetuned VGG-16 CNN for images and an LSTM-
based language model. Note that this model does not have

4
https://github.com/karpathy/neuraltalk2
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C. Identifying and removing bias in datasets
In this section we provide qualitative examples showing the explanations from the two models trained for distinguishing

doctors from nurses- model1 which was trained on images (with an inherent bias) from a popular search engine, and model2
which was trained on a more balanced set of images from the same search engine.

As shown in Fig. A4, Grad-CAM visualizations of the model predictions show that the model had learned to look at the
person’s face / hairstyle to distinguish nurses from doctors, thus learning a gender stereotype.

Using the insights gained from the Grad-CAM visualizations, we balanced the dataset and retrained the model. The new
model, model2 not only generalizes well to a balanced test set, it also looks at the right regions.

(a) Original image (b) Grad-CAM for biased model (c) Grad-CAM for unbiased model

(d) Original Image (e) Grad-CAM for biased model (f) Grad-CAM for unbiased model

(g) Original Image (h) Grad-CAM for biased model (i) Grad-CAM for unbiased model
Figure A4: Grad-CAM explanations for model1 and model2. In (a-c) we can see that even though both models made the right decision, the biased model (model1) was looking at
the face of the person to decide if the person was a nurse (b), whereas the unbiased model, was looking at the short sleeves to make the decision (c). For example image (d) and
example (g) the biased model made the wrong prediction (misclassifying a doctor as a nurse) by looking at the face and the hairstyle (e, h), where as the unbiased model made the
right prediction looking at the white coat, and the stethoscope (f, i).
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. Blackout processes are performed after image normalization, in order to
obtain true zero (black) pixels.

multiple objects from different categories. The objects may appear at different scales and angles
and may be partially visible or occluded. In the PASCAL dataset, we study all the twenty classes
aeroplane, bicycle, bird, boat, bottle, bus, car, cat, chair, cow, dining table, dog, horse, motorbike,
person, potted plant, sheep, sofa, train, and television. This dataset contains 11541 images. In the
COCO dataset, we study the same classes. This selection amounts to 99,309 images. We preprocess
the images to have a shortest side of 224 pixels, and then take the central 224 ⇥ 224 crop.

4.2 Feature extraction

We use the last hidden representation (before its nonlinearity) of a residual deep convolutional neural
network of 18 layers [3] as a feature extractor. This network was trained on the entire ImageNet
dataset [3]. In particular, we denote by f

j

= f(x

j

) 2 R512 the vector of real-valued features
obtained from the image x

j

2 R3⇥224⇥224 using this network.

Building on top of these features and using the images from the PASCAL dataset, we train a neural
network classifier formed by two hidden layers of 512 units each to distinguish between the 20

classes under study. In particular, we denote by c

j

= c(x

j

) 2 R20 the vector of continuous log odds
(activations before the classifier nonlinearity) obtained from the image x

j

2 R3⇥224⇥224 using this
classifier. We use features before their nonlinearity and log odds instead of the class probabilities or
class labels because NCC has been trained on continuous data with full support on R.

In the following we describe how to compute, for each feature l = 1, . . . , 512, four different scores:
its object score, context score, causal score, and anticausal score. Importantly, the object/context
scores are computed independently from the causal/anticausal scores. For simplicity, the follow-
ing sections describe how to compute scores for a particular object of interest k. However, our
experiments will repeat this process for all the twenty objects of interest.

4.2.1 Computing “object” and “context” feature scores

We featurize each image x

j

in the COCO dataset in three different ways, for all j = 1 . . . ,m. First,
we featurize the original image x
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as f
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:= f(x

j

). Second, we blackout the context of the objects
of interest k in x
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by placing zero-valued pixels outside their bounding boxes. This produces the
object image x
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, as illustrated in Figure 4b. We featurize x
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). Third, we blackout the
objects of interest k in x

j

by placing zero-valued pixels inside their bounding boxes. This produces
the context image x
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, as illustrated in Figure 4c. We featurize x
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Using the previous three featurizations we compute, for each feature l = 1, . . . , 512, its object score
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. Intuitively, features with high object

scores are those features that react violently when the object of interest is removed from the image.

Furthermore, we compute the log odds for the presence of the object of interest k in the original
image x

j

as c
jk

= c(x

j

)

k

.
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1.  	L’IA	est	a;endue	partout	

2.  	Quelles	garan,es	sur	l’inducHon	

3.  	Un	peu	d’histoire	

4.  	Et	demain	?	Prémisses	de	changement	de	paradigme	

5.  	Retour	sur	les	défis		

6.  	Conclusions	…	et	ouverture	
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Retour	sur	les	défis	

Est-ce	que	cela	suffira	?	
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Le	cas	AlphaGo	

•  Un	joueur	«	extraterrestre	»	

•  Un	jeu	stupéfiant	

•  RévoluHonne	la	manière	de	jouer	

•  Effervescence	dans	les	écoles	de	go	
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Le	cas	AlphaGo	:	comprendre	

Fan	Hui,	Gu	Li,	Zhou	Ruyang	(très	forts	joueurs	de	Go)	se	reconverHssent	dans	

l’analyse	des	parHes	jouées	par	AlphaGo	

•  Sorte	d’exégèse.	ExplicaHons	a	posteriori	

•  Nécessaire	pour		

–  La	communicaHon	

–  L’enseignement		
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Les	explicaHons	des	SEs	

.	

85	

10  Cours Systèmes Experts 

 

 

Exemple 2 :    Explication par le système de son propre raisonnement 
 

MYCIN :  L'infection du malade a t-elle été contractée à l'hôpital ? 

Util isateur : pourquoi ? 

TEIRESIAS : [pourquoi est-ce important de savoir cela ?] 

 Cela aidera à déterminer la catégorie à laquelle appartient l'organisme responsable 
de l'infection : 

 - il a déjà été établi que 1° l'organisme est à Gram négatif, 2° c'est un bâtonnet, 3° il 
se développe à l'air ou sans air, 

 - donc si l'infection par cet organisme n'a pas été contactée lors du séjour à l'hôpital 

 alors il est presque certain (0,8) que l'organisme est de la catégorie des 
enterobactoriaceae; de plus, il se peut (0,1 ; règle 37) que ce soit la pseudomonia 
aeruginosa. 

Util isateur :  pourquoi n'avez-vous pas envisagé la possibilité que l'organisme soit un  
streptocoque ? 

TEIRESIAS :  la règle 33 aurait du être utilisée pour identifier l'organisme comme un 
streptocoque, mais la seconde clause "la morphologie est de type coque" était déjà 
connue comme fausse et la règle 33 n'a jamais été essayée. 

 

1.5 Structure des systèmes experts 

Un système de production peut être vu comme constitué de trois composants de base : une base de connaissance 
(généralement ensemble de règles), une mémoire de travail ou de faits, et un interpréteur de règles (moteur 
d'inférences), augmenté de modules annexes d'interfaçage avec l'utilisateur et l'expert.  
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Les	explicaHons	des	SEs	

•  Quel	est	l’âge	du	paHent	?	

•  **	Pourquoi	

•  Pour	déterminer	si	on	peut	prescrire	de	la	tétracycline	

–  Si	le	paHent	a	moins	de	8	ans	

–  Alors	on	ne	peut	pas	prescrire	de	tétracycline	

–  [Règle	122]	

•  **	Pourquoi	?	

•  …	

86	

Pourquoi	ne	faut-il	pas	prescrire	de	tétracycline	à	un	enfant	de	moins	de	8	ans	?	
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Les	explicaHons	des	SEs	

Pourquoi	ne	faut-il	pas	prescrire	de	tétracycline	à	un	enfant		
de	moins	de	8	ans	?	

Connaissances	jusHficaHves	
Dépôt	de	la	drogue	sur	les	os	en	développement	

						Noircissement	définiHf	des	dents	

												ColoraHon	socialement	indésirable	

																		Ne	pas	administrer	de	tétracycline	aux	enfants	de	moins	de	8	ans	

NoHon	d’effets	secondaires	indésirables	

RelaHons	de	causalité	
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Système	adaptaHf	de	placement	de	publicité	

•  Deux	sous-systèmes		

–  L’un	plaçant	les	liens	publicitaires	

–  L’autre	choisissant	les	publicités	

•  Qui	s’influencent	mutuellement	

–  Chacun	s’appuie	sur	les	données	de	clicks		

–  Qui	dépendent	aussi	de	l’intervenHon	de	l’autre	systèmes		

–  Et	d’autres	facteurs	non	contrôlés	(prix,	requête	de	l’uHlisateur,	…)	
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Figure 1: Mainline and sidebar ads on a search result page. Ads placed in the mainline are more
likely to be noticed, increasing both the chances of a click if the ad is relevant and the risk
of annoying the user if the ad is not relevant.

• Let x represent the auction context information, such as the user query, the user profile, the
date, the time, etc. The ad placement engine first determines all eligible ads a1 . . .an and the
corresponding bids b1 . . .bn on the basis of the auction context x and of the matching criteria
specified by the advertisers.

• For each selected ad ai and each potential position p on the web page, a statistical model
outputs the estimate qi,p(x) of the probability that ad ai displayed in position p receives a user
click. The rank-score ri,p(x) = biqi,p(x) then represents the purported value associated with
placing ad ai at position p.

• Let L represent a possible ad layout, that is, a set of positions that can simultaneously be
populated with ads, and let L be the set of possible ad layouts, including of course the empty
layout. The optimal layout and the corresponding ads are obtained by maximizing the total
rank-score

max
L2L

max
i1,i2,...

Â
p2L

rip,p(x) , (1)

subject to reserve constraints

8p 2 L, rip,p(x)� Rp(x) ,

and also subject to diverse policy constraints, such as, for instance, preventing the simultane-
ous display of multiple ads belonging to the same advertiser. Under mild assumptions, this
discrete maximization problem is amenable to computationally efficient greedy algorithms
(see appendix A.)

• The advertiser payment associated with a user click is computed using the generalized second
price (GSP) rule: the advertiser pays the smallest bid that it could have entered without chang-
ing the solution of the discrete maximization problem, all other bids remaining equal. In other
words, the advertiser could not have manipulated its bid and obtained the same treatment for
a better price.
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Le	paradoxe	de	Simpson	

•  Les	médecins	voudraient	savoir	si	le	traitement	A	est	plus	performant	ou	
moins	performant	que	le	traitement	B	

•  Deux	groupes	de	350	paHents	sont	sélecHonnés,	l’un	recevant	le	traitement	A,	
l’autre	le	traitement	B	
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Overall Patients with
small stones

Patients with
large stones

Treatment A:
Open surgery 78% (273/350) 93% (81/87) 73% (192/263)

Treatment B:
Percutaneous nephrolithotomy 83% (289/350) 87% (234/270) 69% (55/80)

Table 1: A classic example of Simpson’s paradox. The table reports the success rates of two treat-
ments for kidney stones (Charig et al., 1986, Tables I and II). Although the overall success
rate of treatment B seems better, treatment B performs worse than treatment A on both
patients with small kidney stones and patients with large kidney stones. See Section 2.3.

For instance, the empirical comparison of certain kidney stone treatments illustrates this dif-
ficulty (Charig et al., 1986). Table 2.3 reports the success rates observed on two groups of 350
patients treated with respectively open surgery (treatment A, with 78% success) and percutaneous
nephrolithotomy (treatment B, with 83% success). Although treatment B seems more successful, it
was more frequently prescribed to patients suffering from small kidney stones, a less serious con-
dition. Did treatment B achieve a high success rate because of its intrinsic qualities or because it
was preferentially applied to less severe cases? Further splitting the data according to the size of
the kidney stones reverses the conclusion: treatment A now achieves the best success rate for both
patients suffering from large kidney stones and patients suffering from small kidney stones. Such
an inversion of the conclusion is called Simpson’s paradox (Simpson, 1951).

The stone size in this study is an example of a confounding variable, that is an uncontrolled
variable whose consequences pollute the effect of the intervention. Doctors knew the size of the
kidney stones, chose to treat the healthier patients with the least invasive treatment B, and therefore
caused treatment B to appear more effective than it actually was. If we now decide to apply treat-
ment B to all patients irrespective of the stone size, we break the causal path connecting the stone
size to the outcome, we eliminate the illusion, and we will experience disappointing results.

When we suspect the existence of a confounding variable, we can split the contingency tables
and reach improved conclusions. Unfortunately we cannot fully trust these conclusions unless we
are certain to have taken into account all confounding variables. The real problem therefore comes
from the confounding variables we do not know.

Randomized experiments arguably provide the only correct solution to this problem (see Stigler,
1992). The idea is to randomly chose whether the patient receives treatment A or treatment B.
Because this random choice is independent from all the potential confounding variables, known
and unknown, they cannot pollute the observed effect of the treatments (see also Section 4.2). This
is why controlled experiments in ad placement (Section 2.2) randomly distribute users between
treatment and control groups, and this is also why, in the case of an ad placement engine, we
should be somehow concerned by the practical impossibility to randomly distribute both users and
advertisers.

3212

B	est	meilleur	?	



/	96	

Le	paradoxe	de	Simpson	

•  Variable	influençante	
Le	choix	des	paHents	entrant	dans	les	
deux	groupes	dépendait	de	la	sévérité	
de	la	pathologie	
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Overall Patients with
small stones

Patients with
large stones

Treatment A:
Open surgery 78% (273/350) 93% (81/87) 73% (192/263)

Treatment B:
Percutaneous nephrolithotomy 83% (289/350) 87% (234/270) 69% (55/80)

Table 1: A classic example of Simpson’s paradox. The table reports the success rates of two treat-
ments for kidney stones (Charig et al., 1986, Tables I and II). Although the overall success
rate of treatment B seems better, treatment B performs worse than treatment A on both
patients with small kidney stones and patients with large kidney stones. See Section 2.3.

For instance, the empirical comparison of certain kidney stone treatments illustrates this dif-
ficulty (Charig et al., 1986). Table 2.3 reports the success rates observed on two groups of 350
patients treated with respectively open surgery (treatment A, with 78% success) and percutaneous
nephrolithotomy (treatment B, with 83% success). Although treatment B seems more successful, it
was more frequently prescribed to patients suffering from small kidney stones, a less serious con-
dition. Did treatment B achieve a high success rate because of its intrinsic qualities or because it
was preferentially applied to less severe cases? Further splitting the data according to the size of
the kidney stones reverses the conclusion: treatment A now achieves the best success rate for both
patients suffering from large kidney stones and patients suffering from small kidney stones. Such
an inversion of the conclusion is called Simpson’s paradox (Simpson, 1951).

The stone size in this study is an example of a confounding variable, that is an uncontrolled
variable whose consequences pollute the effect of the intervention. Doctors knew the size of the
kidney stones, chose to treat the healthier patients with the least invasive treatment B, and therefore
caused treatment B to appear more effective than it actually was. If we now decide to apply treat-
ment B to all patients irrespective of the stone size, we break the causal path connecting the stone
size to the outcome, we eliminate the illusion, and we will experience disappointing results.

When we suspect the existence of a confounding variable, we can split the contingency tables
and reach improved conclusions. Unfortunately we cannot fully trust these conclusions unless we
are certain to have taken into account all confounding variables. The real problem therefore comes
from the confounding variables we do not know.

Randomized experiments arguably provide the only correct solution to this problem (see Stigler,
1992). The idea is to randomly chose whether the patient receives treatment A or treatment B.
Because this random choice is independent from all the potential confounding variables, known
and unknown, they cannot pollute the observed effect of the treatments (see also Section 4.2). This
is why controlled experiments in ad placement (Section 2.2) randomly distribute users between
treatment and control groups, and this is also why, in the case of an ad placement engine, we
should be somehow concerned by the practical impossibility to randomly distribute both users and
advertisers.
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Plutôt	groupe	
traitement	B	

Plutôt	groupe	
traitement	A	

basse	 forte	
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Système	adaptaHf	de	placement	de	publicité	

•  Deux	sous-systèmes		

–  L’un	plaçant	les	liens	publicitaires	

–  L’autre	choisissant	les	publicités	

•  Qui	s’influencent	mutuellement	

–  Chacun	s’appuie	sur	les	données	de	clicks		

–  Qui	dépendent	aussi	de	l’intervenHon	de	l’autre	systèmes		

–  Et	d’autres	facteurs	non	contrôlés	(prix,	requête	de	l’uHlisateur,	…)	
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Figure 1: Mainline and sidebar ads on a search result page. Ads placed in the mainline are more
likely to be noticed, increasing both the chances of a click if the ad is relevant and the risk
of annoying the user if the ad is not relevant.

• Let x represent the auction context information, such as the user query, the user profile, the
date, the time, etc. The ad placement engine first determines all eligible ads a1 . . .an and the
corresponding bids b1 . . .bn on the basis of the auction context x and of the matching criteria
specified by the advertisers.

• For each selected ad ai and each potential position p on the web page, a statistical model
outputs the estimate qi,p(x) of the probability that ad ai displayed in position p receives a user
click. The rank-score ri,p(x) = biqi,p(x) then represents the purported value associated with
placing ad ai at position p.

• Let L represent a possible ad layout, that is, a set of positions that can simultaneously be
populated with ads, and let L be the set of possible ad layouts, including of course the empty
layout. The optimal layout and the corresponding ads are obtained by maximizing the total
rank-score

max
L2L

max
i1,i2,...

Â
p2L

rip,p(x) , (1)

subject to reserve constraints

8p 2 L, rip,p(x)� Rp(x) ,

and also subject to diverse policy constraints, such as, for instance, preventing the simultane-
ous display of multiple ads belonging to the same advertiser. Under mild assumptions, this
discrete maximization problem is amenable to computationally efficient greedy algorithms
(see appendix A.)

• The advertiser payment associated with a user click is computed using the generalized second
price (GSP) rule: the advertiser pays the smallest bid that it could have entered without chang-
ing the solution of the discrete maximization problem, all other bids remaining equal. In other
words, the advertiser could not have manipulated its bid and obtained the same treatment for
a better price.
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Figure 3: Causal graph associated with the structural equation model of Figure 2. The mutually
independent noise variables e1 to e8 are implicit. The variables a, b, q, s, c, and z depend
on their direct causes in known ways. In contrast, the variables u and v are exogenous
and the variables x and y depend on their direct causes through unknown functions.

• Simulation – Let us assume that we know both the exact form of all functional dependencies
and the value of all exogenous variables, that is, the variables that never appear in the left hand
side of an equation. We can compute the values of all the remaining variables by applying the
equations in their natural time sequence.

• Intervention – As long as the causal graph remains acyclic, we can construct derived structural
equation models using arbitrary algebraic manipulations of the system of equations. For
instance, we can clamp a variable to a constant value by rewriting the right-hand side of the
corresponding equation as the specified constant value.

The algebraic manipulation of the structural equation models provides a powerful language to
describe interventions on a causal system. This is not a coincidence. Many aspects of the mathe-
matical notation were invented to support causal inference in classical mechanics. However, we no
longer have to interpret the variable values as physical quantities: the equations simply describe the
flow of information in the causal model (Wiener, 1948).

3.2 The Isolation Assumption

Let us now turn our attention to the exogenous variables, that is, variables that never appear in the
left hand side of an equation of the structural model. Leibniz’s principle of sufficient reason claims
that there are no facts without causes. This suggests that the exogenous variables are the effects of
a network of causes not expressed by the structural equation model. For instance, the user intent
u and the ad inventory v in Figure 3 have temporal correlations because both users and advertisers
worry about their budgets when the end of the month approaches. Any structural equation model
should then be understood in the context of a larger structural equation model potentially describing
all things in existence.

Ads served on a particular page contribute to the continued satisfaction of both users and ad-
vertisers, and therefore have an effect on their willingness to use the services of the publisher in the
future. The ad placement structural equation model shown in Figure 2 only describes the causal de-
pendencies for a single page and therefore cannot account for such effects. Consider however a very
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Dartmouth	Summer	School	on	ArHficial	Intelligence	(1956)	

•  Oliver	Selfridge	:	«	Pandemonium:	A	Paradigm		
for	Learning	».		

	Une	architecture	hiérarchique	de	«	démons	»		

pour	résoudre	des	problèmes	+		la	suggesHon		

d’un	mécanisme	d’apprenHssage	

•  L’architecture	«	blackboard	»	(1975)	
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Plan	

1.  	L’IA	est	a;endue	partout	

2.  	Quelles	garan,es	sur	l’inducHon	

3.  	Un	peu	d’histoire	

4.  	Et	demain	?	Prémisses	de	changement	de	paradigme	

5.  	Retour	sur	les	défis		

6.  	Conclusions	…	et	ouverture	
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Pour	généraliser	l’usage	de	systèmes	apprenants	et	adaptaHfs	

1.  	Savoir	expliquer	et	jus,fier	des	décisions	pour	chaque	cas	parHculier	

2.  	Sous-systèmes	en	interac,on	ni	chaoHques,	ni	s’égarant	

•  Aller	au-delà	de	l’apprenHssage	staHsHque	

–  Les	explica,ons	…	entre	nouveauté	et	revisite	?	

–  Sous-systèmes	en	interac,on		

§  Graphes	de	dépendances	causales	et	condiHons	d’indépendance	condiHonnelle	
§  Contrefactuelles	

–  La	causalité	:	fondamental		
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QuesHon	

•  Quels		critères	de	performance	?		
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Un	pari	

	

	Aller	vers	des	systèmes	capables	d’enseigner	

1.  	Expliquer	un	cas	

2.  	Synthé,ser	

3.  	Organiser	un	curriculum	

Ø  Vers	une	évalua,on	des	systèmes	par	la	performance	de	leurs	élèves	?	
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